Black & Scholes Option Model


Trading options without the Black & Scholes option model is like wandering in the desert without a compass. The first step any aspiring option trader should make is to fully know his way around the formula, so as to understand exactly what the inputs are and under what conditions the results can be trusted. Traders that know how to use the B&S option model have a definite advantage over those that do not. The markets are a process by which the best investors make money and can hence stay on in the game, and the worst investors lose money and are forced to quit. Money flows from the pockets of the amateurs into the pockets of the professionals. Nowhere is this more true than in the options markets. 

The Black & Scholes option model (which I shall abbreviate as 'B&S') is an option valuation model. It tells us what the theoretical price of an option should be. Without B&S, evaluating an option price would be an exercise in guesswork. With B&S, it becomes a scientific and hence precise process. 

What are the determinants of an option price? Let us consider a call option on a stock. The parameters of this call option are as follows: - 


· The strike price E.

The call is the right to buy the stock at a certain price: the exercise price, also known as the strike price.


· The time until expiry t.

t is a measure, in fractions of a year, of the time left until the expiry of the option. For example, if the option has 25 days left until it's expiry, then t = 25/365 = 0.06849. A better way of calculating t is to count the number of business days to expiry, and to divide that by 253 (the number of business days in a year). Indeed, weekends should not be accounted for because the markets are closed.

Note : whether to use calendar days to expiry or business days to expiry is debatable, and different option traders use one method or the other. If you use calendar days, then you are supposing that the market would trade during weekends: this means that the volatility from Friday's close to Monday's open would be equivalent to the volatility between say Monday's close and Thursday's open. This is obviously a big overstatement of the weekend's volatility. On the other hand, if you count only business days to expiry, then you are supposing that the volatility from Friday's close to Monday's open is equivalent to say that between Monday's close and Tuesday's open. This is an understatement of the weekend's volatility: indeed, during the two full days of weekend, there is much more time for important news to occur than in just one night.

For options with more than 20 days to expiry, the difference is minimal. For options with only a few days left, the difference can be very big. Would you rather own on a Monday a call that expires Tuesday or own on a Friday an option that expires Monday? In the first case the option has only 24 hours of time value, but in the second case it has 72 hours of value: that is three times more time for news to occur.

Calculating with trading days to expiry instead of calendar days has the disadvantage of neglecting the fact that interest is paid on a calendar-day basis, and this is the assumption made when deriving the B&S formula. There exists an adjusted B&S formula, developed by D. French in 1984, which uses trading days to expiry for the volatility component and calendar days to expiry for the interest component of option pricing. We will not expose this adjusted B&S formula because the differences between the two outputs are very minimal. 


· The stock price S.

The value of the option is going to be very dependant on the value of the underlying stock. For illiquid stocks, you should use the middle of the bid/ask spread instead of the actual last price. I actually look up an intraday tick-by-tick chart of the stock, and estimate an average price in the last 10 minutes. That way, I can't get caught by a quote that is way out of line with what the stock should be really worth (you can get these odd ticks when someone gets a bad fill on a market order, or if someone is trying to manipulate the stock price just before the day's close because his remuneration from his client is somehow linked to the closing quote, etc.).


· The volatility F.

F is a measure of how volatile the underlying stock is. To understand how this affects the option price, consider two extremes. Let us consider a call option at a strike price of $10, with 20 days until expiry, on a stock that is currently trading $5. At one extreme, if the stock has a very low volatility (for example, the daily closes of the stock are $5, $5.1, $4.9, $5.1, $5, $5, $4.9, $4.8, $5.1, $5, ...) then there is very little chance that the stock will rise above $10. The call option is not going to be worth much in this case.

On the other extreme, if the stock is very volatile and trades $5, $7.5, $4.3, $8.6, $9.9, $14.4, $8.6, $6.6 ..., then there is a good chance that the stock will be worth more than $10 on the expiry day of the option. In this case, the call option will be much more valuable.

As you can see from the two examples of stock movement just given, F is going to be a very important factor in the option price.

F is a measure of 'how much the stock moves around'. Mathematically, the usual way to measure this is by calculating the standard deviation of the stock movements. To be precise, F is the annualized standard deviation of the natural logarithms of the price relatives. Don't panic. We shall discuss calculation of F a little later in this chapter. 


· The prevailing interest rate r.

r is the interest rate prevailing for time deposits with the equivalent maturity of the option. For example, if the option expires in 3 months time, then r is the 3 month interest rate. 

r influences option prices for two reasons. Firstly, when someone buys an option, he has to pay an upfront premium. If he did not buy that option, then he could have placed that premium amount on time deposit and earned interest on it. So by buying the option, he loses the interest that he would otherwise have earned. The option price will naturally reflect this lost interest. The higher the interest rate, the more lost interest, and so the lower the option premiums have to be to compensate for that lost interest. But in practice, this effect is negligible compared to the effect described next.

The interest rate r is also going to reflect the expected return on the underlying stock during the period until maturity of the option. Indeed, the expected return on a stock is equal to the prevailing interest rate plus a measure of the intrinsic risk of owning that stock. If interest rates are 20%, you are going to expect stocks to return at least 20%, or else you might as well put your money on time deposit. And if the expected return on the stock is 20%, then that gives added value to the call options, and diminishes the value of the put options. The higher the interest rate, the more expensive calls will be and the less expensive puts will be.

These examples also shows that the longer the time to maturity of the option, the more the effect of the interest rate r will be important.


· The amount of dividends to be paid.

For example, consider a call with a strike of $10 and 20 days to maturity. Now let us suppose that the stock price is currently $12, but that the company will pay in 5 days time a massive dividend of $5 a share. This is going to greatly reduce the price of your call option, because the stock price will automatically fall by $5 once the dividend is paid !

If you are pricing options with several years to expiration, then you can calculate what the dividend yield is, and take that off the value of the interest rate r. This is an easy way of taking care of the dividend problem. 

Note : Options on Futures 

When valuing options on futures, you should set the interest rate r to 0, and the amount of dividends to 0 also. Indeed, interest rates and dividends should already be factored into the futures price. Interest rates and dividends are in fact the only two factors that determine the futures price relative to the cash index : futures price = cash index + interest - dividends, interest and dividends being calculated over the period until expiry of the futures contract. 

A dilemma occurs when the futures are not trading at all in line with their theoretical price. This rarely occurs on the US and European markets, but in Asia this happens all the time. The Hong Kong Hang Seng Index futures and the Sydney All Ordinaries Index futures for example are always trading either way above or way below fair value. The difference can even reach 2 % ! 

If, for example, the futures are trading at a 1% premium to cash, then pricing options off the futures price is going to overestimate the call prices and underestimate the put prices, relative to the option prices which would have been calculated off the cash index price. In these situations, it is very unclear what method to use to evaluate options. Once again, pricing the options both ways and using your own judgement and common sense is probably the best solution. 

Conclusion 

We have reviewed the 5 parameters essential to the pricing of an option : the strike price E, the time to expiration t, the underlying stock price S, the volatility of the stock, F F, and the prevailing interest rate r. 

It is important to understand exactly what effects these parameters have on the stock price :


· the lower the strike price of a call, the higher the call premium,


· the lower the strike price of a put, the lower the put premium, 


· the shorter the time to expiration of an option, the lower the call and put premiums,


· the lower the stock price, the lower the call premium and the higher the put premium,


· the lower the volatility of the stock, the lower the call and put premiums,


· the higher the interest rate, the higher the call premium, the lower the put premium.

S, E, t, and r are fairly easy to come about. E is a fixed characteristic of the option, and you should have no trouble finding out what that is. You can call up your broker and ask what S is : make sure you are getting the latest quote on the stock, and not yesterday's close. t is easy to calculate once you have the number of days until expiration of the option. r is not very important unless you are valuing a very long-term option. You can look r up in the newspaper, or calculate it from the prices of the 3-month Euro futures. Do not spend too much time on r, and spend more time on F : the volatility estimate is what is going to make the biggest difference in your option price. 

Estimating F 
Estimating F is the only job that requires a little judgement on top of the mathematical formulas. F can be estimated by two different methods. These two methods are fundamentally different, so it is important to understand the basic ideas behind each method. 

Method 1 : Historical Volatility 

Historical volatility is the volatility that the stock has experienced in the past. To calculate it, we use a database of closing prices for the stock in the previous days or weeks. In doing this, we are making the assumption that the volatility in the past is a good indicator of the volatility in the future. In one sense, this is a valid assumption. For example, the volatility of the Hong Kong Hang Seng Index has been throughout the past years mostly always above 20%, whereas the volatility of the S&P 500 has most often been below 12%. There is hence an intrinsic volatility of each market, and the past can be used as a rough guide to the future. But on the other hand, for the short-term, the past can be a very bad indication of the future. Before the Kobe earthquake, for example, the volatility of the Nikkei market was very low. After the earthquake, the volatility suddenly exploded. On the day following the earthquake, if you had used historical volatility, you would have arrived at a low figure, and this figure would obviously have been a bad indication of the volatility in the weeks to come. 

We can see from this example that as soon as a dramatic piece of news hits the market, there is no point in using historical volatility any more. When such news hits the market, estimating volatility becomes guesswork. The best approach is in fact to go back in time to a period when a piece of news of equal importance had hit the market, and to calculate the historical volatility during the period after the news event. 

Method 2: Implied volatility 

We have seen that historical volatility may at times be a useless indication of future volatility. If you are afraid that this is the case, then the best course of action may be to let the market tell you what it believes volatility should be. You can do this by looking up the actual market quotes of the various options of different strike prices, and by using the B&S formula 'backwards' to estimate what the implied volatility is. That is, you are calculating backwards so as to determine what the volatility figure must be so as to arrive at exactly those option prices that you are seeing in the market. The implied volatility is hence the market consensus of volatility. 

It is up to you to judge whether you believe at that point that the market is overestimating or underestimating volatility. If you believe the market is overestimating volatility, you can sell a straddle (call + put) - this is called going short of volatility. If you believe the market is underestimating volatility, you can buy a straddle - i.e. go long of volatility. 

When calculating implied volatilities, you will find that the volatilities of out-of-the-money options is slightly higher than that of the at-the-money options. This is known as the 'volatility smile'. Technically, this is due to the fact that the distribution of the market returns has fatter tails than it would if it were lognormal. In plain English, this means that the market has more sharp movements (such as the 1987 crash) than it should if it were purely random (a mathematically random market would have a 1987-style crash only every 1000 years or so). For stock markets, you should also find that the volatility smile is skewed towards higher volatilities for out-of-the-money puts. This is because the stock market falls faster than it rises, and the probability of a large fall is greater than that of a large rally (you don't often see 1987-style crashes inverted towards the upside, except on very immature markets such as Russian or Chinese equities). 

Note : A common problem when evaluating implicit volatilities is the mismatch between the times at which the option and the future last traded. For example, the time might be 4:16, but the option might have last traded at 4:05. If we use that last traded option price along with the current futures price, we will get meaningless volatility estimates. The correct valuation is with the futures quote at 4:05, which can be retrieved from the "times & sales" data of the quote machine. 

The Black & Scholes formula 

Now that we finally have all the parameters calculated, we are ready to use the B&S formula to calculate the option price. The formula is different for calls and puts, and we shall start with the formula for calls. 

C = S N(x) - E exp(-rt) N (x - F sqrt(t) ) 

The formula can be interpreted as follows : S N(x) is the present value of receiving the stock if it finishes above the strike price at expiration, and - E exp(-rt) N (x - F sqrt(t) ) is the present value of having to pay the strike price under the same condition. Indeed, if the stock finishes below the strike price at expiration of the call, then the call is worth less, but if it finishes above the strike price, then the call holder has to pay the strike price and will receive the stock in exchange. 

Variable x is defined as follows : 

            log     ( S  /  E )  +  ( r + F*F / 2 ) t

     x  =   ________________________________________

               F  sqrt(t) 

The other definitions are as follows : 

sqrt(t) is the square root of t 

exp(-rt) is exponential (-rt) 

log(z) is the natural logarithm function (be careful : certain calculators and spreadsheets denote the natural logarithm as 'ln' and the decimal logarithm as 'log'. Use the natural logarithm or else all your option prices will be wrong !) 

N(z) is the standard normal distribution function. Calculating N(z) precisely requires summing integrals, which is not fun. So you can use the following polynomial approximation, which is always accurate to 0.0002 : 

for z greater than 0, 

N(z) = 1 - (1 / sqrt(2) Pi ) exp( - z 2 / 2) ( b1*k + b2*k2 + b3*k3 ) 

(Where Pi is 3.141592654) 

for z less than 0, 

N(z) = 1 - N( - z ) 

and for z=0, N(0) = 0.5 

k is defined as follows : k = 1 / (1 + a z) 

and a, b1, b2, b3 are constants equal to : 

a = 0.33267 

b1 = 0.4361836 

b2 = - 0.1201676 

b3 = 0.937298 

N(z) is available on most scientific calculators and spreadsheet softwares. For the spreadsheet Excel, N(z) is written as NORMSDIST(z). 

With the above information, the B&S MODEL can be programmed into a calculator or spreadsheet. Once you have done that, you can program a routine that calculates implicit volatilities, by just iterating the B&S Model for various values of F until you find the one that comes closest to the option premium that you entered. 

To do this in an optimal way, use the "dicotomy" method to arrive at F. Dicotomy involves bounding F with two values, for example 4% and 40%, which are known to be above and below the real F. Let us call these two bounding values m and M. You then calculate the option value with (m+M)/2. By comparing this figure to that obtained for m and M, you can determine whether F lies between m and (m+M)/2 or between (m+M)/2 and M. This resets m or M, hence reducing by half the boundary. By iterating this process, the exact location of F is pinpointed. 

Programming B&S into Excel 

This is how the B&S formula can be programmed into your Microsoft Excel spreadsheet. The A,B,C denote columns, and the 1,2,3,etc denote row numbers. 

The following example is for a call option with a strike of $90, an underlying stock trading at $100, interest rates at 10%, volatility at 20%, and six months of time until expiry of the option (t=0.5 years). 

PRIVATE
.
A
B
C

1 
Strike Price 
K = 
90 

2 
Time to expiry 
t = 
0.5 

3 
Stock Price 
S = 
100 

4 
Interest rate
r = 
0.1 

5 
Volatility 
v = 
0.2 

6

. 


7

. x =
(LN(C3/C1)+(C4+C5*C5/2) *C2) / (C5*SQRT(C2)) 

8

. C =
C3*NORMSDIST(C7) - C1*EXP(-C4*C2)*NORMSDIST(C7- C5*SQRT(C2)) 

You should obtain x = 1.169 and C = 15.28. 

B&S for puts 

The price of a put can be derived from the price of the call (of same strike and maturity) with the following formula :- 

P = C - S + E exp(-rt) 

This is a good formula to memorise. If you consider that r is approximately 0 (i.e. interest rates are low), and if t is small (option with little time to expiry), then the formula is approximately :- 

S + P = E + C 

In plain english, the stock plus the put equals the strike plus the call. Using this equation, moving from call prices to put prices and vice-versa is easy ! 

You will have noticed that there is no mention of dividends in the B&S formula. This is because the formula supposes that no dividends are paid. B&S is an approximation : it only calculates option values if no dividends are paid out during the life of the option ! So what do we do if there are dividends paid out during the life span of the option ? We have to use the Roll, Geske and Whaley formula, which accounts for an American call option paying a single dividend. The Roll, Geske and Whaley formula is much more complicated than B&S. 

Calculating Historical Volatility 

We still have not addressed the central issue of computing historical volatility. Historical volatility is the annualized standard deviation of the natural logarithms of the price relatives. Ok. Let's take that slowly. We are taking the natural logarithms of the price relatives because the basic assumption of the B&S formula is that stock prices are lognormally distributed. The standard deviation is a measure of the breadth of the distribution. We then annualize the figure in order to arrive at comparable figures when calculating volatility over different time periods. 

Let us define ui as the logarithm of the price relative between two stock prices Si and Si-1 (n+1 is the number of stock observations): 

ui = ln ( Si / Si-1 ) 

The formula for the annual variance is as follows : 

F2 = SUM[i=1..n] ( ui - u )2 where u is the mean of the ui's. 

( SUM denotes the sum function ) 

this formula is easier to program into your spreadsheet when re-written as follows : 

X = SUM[i=1..n] ui sum of all the ui's 

Y = SUM[i=1..n] ui2 sum of all the ui's squared 

then : 

F2 = Y / (n-1) - X2 / n(n-1) 

The volatility, F, is then simply the square root of the variance F2. 

For example, your spreadsheet might look like this :- 

(Note : A B C ... and 1 2 3 ... represent the columns and rows of the spreadsheet) 

PRIVATE
.
A
B
C
D

1





2 
Day 
Si 
ui 
ui2 

3





4 
0
10.4



5 
1 
10.5 
=LN(B5/B4) 
=C5*C5 

6 
2
10.1
=LN(B6/B5) 
=C6*C6 

7 
3 
10.3 
=LN(B7/B6) 
=C7*C7 

8
4 
10 
=LN(B8/B7) 
=C8*C8 

9 
5 
10 
=LN(B9/B8) 
=C9*C9 

10 
6 
9.9 
=LN(B10/B9) 
=C10*C10

11 
7 
10 
=LN(B11/B10) 
=C11*C11

12 
8 
9.8 
=LN(B12/B11) 
=C12*C12

13 
9 
10.1
=LN(B13/B12) 
=C13*C13

14 
10 
9.7
=LN(B14/B13) 
=C14*C14

15 
11 
9.5
=LN(B15/B14) 
=C15*C15

16 
12 
9.6
=LN(B16/B15) 
=C16*C16

17 
13 
9.9
=LN(B17/B16) 
=C17*C17

18 
14 
9.8
=LN(B18/B17) 
=C18*C18

19 
15 
9.7
=LN(B19/B18) 
=C19*C19

20 
16 
9.5
=LN(B20/B19) 
=C20*C20

21 
17 
9.7
=LN(B21/B20) 
=C21*C21

22 
18 
9.7
=LN(B22/B21) 
=C22*C22

23 
19 
9.8
=LN(B23/B22) 
=C23*C23

24 
20 
9.8
=LN(B24/B23) 
=C24*C24

25





26 
. 
.
=SUM(C5:C24) 
=SUM(D5:D24) 

27
. 
. 
X 
Y

volatility =SQRT(D26/19-C26*C26/20/19)*SQRT(253) 

You should find a volatility of 33.66 % with the numbers entered above. 

Note 1 : 253 is the number of trading days in the year. In the above example, we have considered that the stock prices are daily closing prices taken on successive trading days. If these quotes were in fact weekly closes, you would have to use SQRT(52) instead of SQRT(253) in the formula for the volatility. If you were using monthly quotes, you would use SQRT(12). 

Note 2 : If you are using a spreadsheet like Microsoft Excel, you can use the standard deviation function STDDEV() to calculate the standard deviation of the table of logarithms of the price relatives.

Improved calculation of Historic Volatility 

I dislike the traditional standard-deviation of closing prices method described above, because of two reasons :-


· there is no exponential smoothing ;


· there is no use of daily high/low prices.

I will discuss these two points below and explain what I mean as well as what can be done about it. 

Exponential smoothing 

The basic premise of technical analysis is that past prices hold information that can help us to forecast future trends. It is an obvious fact that recent data is going to hold more information, and hence be more valuable to us, than more distant data. As an extreme example, it is clear that the previous day's close is going to be more important to us than the closing price 50 years ago. 

Yet this obvious idea seems to have been ignored by most technical analysts. When calculating a simple 15-day moving average, the closing price 15 days ago has as much weight in the formula as the closing price of yesterday's market. The same goes for most other commonly used indicators, such as the RSI or the Stochastics : no extra weight is given to recent prices. 

It is also quite shocking that in such equally-weighted indicators, such as a 15-day moving average or a 15-day RSI, the close of 15 days ago carries as much importance as the closings of the other 14 recent days, but that the close of 16 days ago carries a weight of zero. 

The answer is to use exponential smoothing. Exponential smoothing simply means that progressively less weight should be given to the more distant prices. For example, an exponential moving average (with a smoothing coefficient of 0.3) is calculated as follows : 

EMA (today) = 0.3 Close(today) + 0.7 EMA (yesterday) 

Another way of expressing this formula is : 

EMA0 = 0.3 [ C0 + 0.7 C1 + (0.7)2 C2 + (0.7)3 C3 + ... ] 

This formula shows that the weight given to the closing price of the n-th day is (0.7)n. This figure decreases very rapidly with n : for example, on the 10-th day, (0.7)10 is only worth 0.028, so that means that the closing price of the 10-th day is given less than 3 % importance in the overall formula. 

It would be possible to reconstruct all the commonly used technical indicators so as to introduce exponential smoothing. But I will leave that for another time and instead will apply the idea to the calculation of market volatilities. 

Use of High and Low prices 

The next basic idea I would like to express is that the more information you use, the better your system is going to be. 

As a consequence, if you can make intelligent use of daily high and low prices, then you will probably have a better system than if you used just daily closing prices, for the simple reason that you are making use of more information. 

The daily high and low prices hold a lot of information, because they summarise the whole of the trading day. 

The downside to using high and low prices is that they are often reported wrong - any false tick during the trading session is going to distort the reported high or low price for that day. 

Historical Volatility and Implicit Volatility 

I am now going to apply the two ideas that I have just described to the calculation of historical volatility. 

Use of high/low data 

By using the Parkinson formula for estimating volatility, we make use of the high/low price data and hence use more of the information available to us. Also, using high/low data for estimating volatility makes more sense than using closing prices, because the high/low range for any particular trading session is already in itself a measure of volatility. 

The Parkinson formula is as follows : 

volatility = ( 0.627 SUM [ log Hi/Li ] ) / n 

where Hi and Li are the high and low prices for the trading session i. 

Using this formula on 10 days of historical data gives as good an estimate of volatility as calculating volatility from 50 days of closing price data with the traditional standard-deviation of returns formula. 

Modifying Parkinson's formula for exponential smoothing 

Now I will add exponential smoothing to the formula. Let us call the exponential smoothing constant z (for example, set z = 0.9). 

volat0 = z ( 0.627 log H0/L0 ) + (1-z) volat1 

I recommend that you experiment with both methods of estimating historic volatility, and compare the results. You could then use an average of both results, or weight each result with a factor representing your confidence in either method in the particular case being studied. 

You can also increase your volatility estimate if the market is expected to be in a trend, and decrease it if the market is expected to be in a range. Indeed, although a range-trading market can exhibit strong volatility, it is volatility that is useless to the buyer of options because his options will expire worthless anyway. The inverse goes for a low-volatility trend : options will make money in the trend, although the actual volatility being experienced may be very low.

